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Abstract. It is well known that visual speech information extracted
from video of the speaker's mouth region can improve performance of au-
tomatic speech recognizers, especially their robustness to acoustic degra-
dation. However, the vast majority of research in this area h as focused on
the use of frontal videos of the speaker's face, a clearly restrictive assump-
tion that limits the applicability of audio-visual automat ic speech recog-
nition (AVASR) technology in realistic human-computer int eraction. In
this chapter, we advance beyond the single-camera, frontal-view AVASR
paradigm, investigating various important aspects of the v isual speech
recognition problem across multiple camera views of the speaker, expand-
ing on our recent work. We base our study on an audio-visual database
that contains synchronous frontal and pro�le views of multi ple speakers,
uttering connected digit strings. We �rst develop an appear ance-based
visual front-end that extracts features for frontal and pro �le videos in
a similar fashion. Subsequently, we focus on three key areasconcern-
ing speech recognition based on the extracted features: (a)Comparing
frontal and pro�le visual speech recognition performance t o quantify any
degradation across views; (b) Fusing the available synchronous camera
views for improved recognition in scenarios where multiple views can
be used; and (c) Recognizing visual speech using a single pose-invariant
statistical model, regardless of camera view. In particula r, for the latter,
a feature normalization approach between poses is investigated. Experi-
ments on the available database are reported in all above areas. To our
knowledge, the chapter constitutes the �rst comprehensive study on the
subject of visual speech recognition across multiple views.
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1 Introduction

Recent algorithmic advances in the �eld of automatic speechrecognition (ASR)
together with progress in technologies such as speech synthesis, natural language
understanding, and dialog modeling have allowed deployment of many auto-
matic systems for human-computer interaction. Of course, these systems require
highly accurate ASR to achieve successful task completion and user satisfaction.
Although this in general is attainable in relatively quiet environments and for
low- to medium-complexity recognition tasks, ASR performance degrades signif-
icantly in noisy acoustic environments, especially under conditions mismatched
to training data (Junqua, 2000).

One possible avenue proposed for improving ASR robustness to noise is to
incorporate visual speech information extracted from a speaker's face into the
speech recognition process { thus giving rise to audio-visual ASR (AVASR) sys-
tems. Indeed, over the past two decades, signi�cant progress has been achieved
in this �eld, and many researchers have been able to demonstrate dramatic gains
in bimodal ASR accuracy, in line with expectations from human speech percep-
tion studies (Sumby and Pollack, 1954). Overviews of such e�orts can be found
in Chibelushi et al. (2002) and Potamianos et al. (2003), among others. In spite
however of this progress, practical deployments of AVASR systems have yet to
emerge. This we believe is mainly due to the fact that most research in this �eld
has neglected addressing robustness of the AVASR visual front-end component
to realistic video data. One of the most critical overseen issues is speaker head
pose variation, or in other words the camera view-point of the speaker's face.

Indeed, with a few exceptions reviewed in Section 2, nearly all work in the
literature has concentrated on the case where the speaker'sface is captured in a
fully frontal pose { a rather restrictive human-computer in teraction scenario, a
fact also made clear in Figure 1. For example, one potential AVASR application
is speech recognition using mobile devices such as cell phones. Device placement
with respect to the head does not allow frontal AVASR in this case. Another
interesting scenario is that of in-vehicle AVASR. Due to frequent driver head
movement, a frontal pose cannot be guaranteed, regardless of camera place-
ment { for example at the rear-view mirror, the cabin driver- side column, or
the instrument console. Other possibilities include the design of an audio-visual
headset, where a miniature camera is placed next to the microphone in the wear-
able boom. Requiring frontal views of the speaker mouth means that the device
may be designed to protrude unnecessarily in front of the mouth, creating head-
set instability and usability issues (Gagn�e et al., 2001; Huang et al., 2004). In
contrast, placing the camera to the side of the face would allow a signi�cantly
shorter boom, hence resulting in a lighter and easier to use headset. Finally, an
interesting scenario is this of AVASR during meetings and lectures inside smart
rooms. There, pan-tilt-zoom (PTZ) cameras can track the meeting speaker(s)
providing high resolution views. However, due to the camera�xed placements
in space, frontal speaker views cannot be guaranteed. This latter scenario mo-
tivates our work. It is discussed in more detail in Section 3,together with the
audio-visual database collected in this domain to drive ourresearch.
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(a) (b) (c)

Fig. 1. Examples of practical scenarios where frontal AVASR is inad equate: (a) Driver
data inside an automobile; (b) Mouth region data from a speci ally designed audio-
visual headset; (c) Data from a lecturer captured by a pan-ti lt-zoom camera inside a
smart room.

Motivated by the above, in this chapter, we advance beyond the single-
camera, frontal-view AVASR paradigm that has hindered progress in the �eld.
Since the subject of non-frontal AVASR is still at its infancy, we focus on a
simpli�ed version of the problem, by considering two �xed vi ews: the tradi-
tional frontal view and an extreme case, namely that ofpro�le views. To allow
a comprehensive study of the relevant issues, we consider the case where data
are available synchronously from both views via a multi-camera setting (see also
Figure 2 and Section 3). In addition, in this study we bypass the problem of head-
pose estimation, assuming that in the resulting data the view-point (frontal or
pro�le) is a-priori known. Furthermore, we concentrate ent irely on the problem
of visual speech recognition (also known as automatic speechreading or lipread-
ing). Such focus prevents our comparative results from being skewed by the audio
modality and the audio-visual fusion component used. Finally, to allow meaning-
ful speechreading results (in terms of recognition accuracies achieved and their
\spread") and to keep data collection size requirements manageable, we focus
our study on a small-vocabulary recognition task, namely that of connected-digit
strings.

We �rst develop an appearance-based visual front-end that extracts features
for frontal and pro�le videos in a similar fashion. The adopted algorithmic ap-
proach shares common components across views, without favoring one over the
other, and allows easy generalization to additional views in the future. In more
detail, it is based on AdaBoost statistical classi�ers of faces and facial features
(Viola and Jones, 2001) that are used to track rectangular region-of-interests
containing the mouth with the same resolution across views.Visual features are
then extracted using the identical procedure for both views. It should be noted
that the problem is signi�cantly more challenging in the pro �le case, due to
the more limited area where the facial features are contained and the fact that
some are occluded, hence removing redundancy and symmetries present in the
frontal case { see also Figure 2. Nevertheless, our proposedapproach results in
satisfactory tracking performance. The topic is discussedin Section 4.

Following visual feature extraction, the remainder of the chapter focuses on
three key issues with respect to automatic speechreading across the two views
of interest:
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Fig. 2. Synchronous (a) frontal and (b) pro�le views of a subject rec orded in the IBM
smart room (see Section 3). In the latter case, visible facial features are \compacted"
within approximately half the area compared to the frontal f ace case, thus increasing
tracking di�culty.

(a) Comparing frontal and pro�le visual speech recognition to quantify the per-
formance degradation;

(b) Fusing the available synchronous camera views for improved recognition in
scenarios where both views are available for use; and

(c) Recognizing visual speech using a single pose-invariant statistical model,
regardless of which of the two camera views the test data belongs to.

Speci�cally, for the latter, a feature normalization appro ach between poses is in-
vestigated. This approach, based on a linear regression technique, is analyzed in
more detail in Section 5. Following that, Section 6 is devoted to the basic visual
speech recognition system employed in this work, includinga brief description of
the fusion of the two camera views. Section 7 describes our experiments and pro-
vides results concerning system performance investigating points (a){(c) above.
Finally, Sections 8 and 9 conclude the chapter with a brief summary and direc-
tions of future work, respectively.

2 Background

Although nearly all audio-visual speech research focuses on frontal data of the
speaker's face or mouth region, there exists some work that discusses non-frontal
views. For example, on the human perception literature, we have come across
a comprehensive psychological study conducted by Jordan & Thomas (2001).
Their �ndings are rather intuitive, namely that human ident i�cation of visual
speech becomes more di�cult as the angle (from frontal to pro�le view) increases.
Pro�le views have also been used in visual speech synthesis,often in conjunction
with frontal views, or as part of a 3D head model (Morishima et al., 1989;
Lavagetto, 1995). Finally, with respect to automatic speechreading and AVASR,
only three research groups { to our knowledge { have focused on the use of
non-frontal data.

The �rst group has considered pro�le-only AVASR, in work rep orted by
Yoshinaga et al. (2003, 2004) and Iwano et al. (2007). In these papers, the
authors extract up to four-dimensional visual speech features from pro�le videos
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of the mouth region of Japanese speakers uttering connecteddigit strings, and
then fuse them with the audio channel, resulting in improvedASR performance.
The visual features are geometric-based (pro�le lip angle and its �rst derivative)
and/or appearance-based (optical 
ow). No visual-only recognition results are
reported, and no comparison with frontal AVASR is made. Thus, none of the
three focal issues (a){(c) of our study are addressed.

The second group (Kumar et al., 2007) has conducted frontal and pro�le
speechreading and AVASR comparisons on a speaker-dependent isolated word
set. The authors employ low-dimensional geometric visual features in these com-
parisons and conclude that pro�le speechreading is better than frontal. They also
combine features from the two views and show that these outperform both single-
view systems. Therefore, this work considers issues (a) and(b) of our study, but
does so in a relatively easy database (chroma keyed uniform background facil-
itates pro�le view feature extraction, while pre-segmented mouth regions are
used for frontal data), without using state-of-the-art appearance-based visual
features. It also does not discuss issue (c).

An additional e�ort is reported by Kumatani & Stiefelhagen ( 2007). There,
the authors consider AVASR on a large-vocabulary continuous speech database
with three available synchronized camera views of the speaker (frontal, pro-
�le, and at 45 degrees), using appearance-based visual features. They compare
AVASR performance between the frontal and 45-degree views,an investigation
similar to issue (a) of this chapter, but do not discuss the other two topics of
interest in our study.

Clearly therefore, this chapter advances the state-of-the-art in the �eld by
comprehensively discussing all three issues, (a)-(c), within the same experimen-
tal framework. It also constitutes a natural continuation o f our earlier research
reported in Lucey & Potamianos (2006) and Lucey et al. (2007)that separately
treated issues (a, b) and (c), respectively. In particular,this chapter for the �rst
time introduces a visual front-end that extracts features for frontal and pro�le
videos in a similar fashion, without favoring one over the other, thus providing
truly unbiased results in our study. Furthermore, the feature normalization ap-
proach across poses, �rst introduced in Lucey et al. (2007),is discussed in great
detail in Section 5, accompanied by a large number of experiments in Sections
7.3{5 to quantify its e�ectiveness with respect to feature vector size, test data
distribution across views, and the introduction of a third v iew.

3 The Smart Room Scenario and Database

As discussed in the Introduction, the scenario of interest that has been the
driving force of our work is that of meetings or lectures inside smart rooms
(Pentland, 1998; Gatica-Perez et al., 2005; CHIL). These rooms are equipped
with a number of audio-visual sensors, including microphone arrays, �xed and
pan-tilt-zoom (PTZ) cameras. This scenario has been of central interest in the
recently concluded \Computers in the Human Interaction Loop" (CHIL) inte-
grated project, funded by the European Union. A schematic diagram of one of
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Fig. 3. (a) A schematic diagram of the IBM smart room developed for th e purpose
of the CHIL project. Notice the �xed and PTZ cameras, as well a s the far-�eld table-
top and array microphones. (b) Examples of image views captured by the IBM smart
room cameras. In contrast to the four corner cameras (two upp er rows), the two PTZ
cameras (lower row) provide closer views of the lecturer, albeit not necessarily frontal.

the smart rooms developed for this project, in particular the one located at IBM
Research, is depicted in Figure 3(a).

Clearly, audio-visual speech technologies, such as speechactivity detection,
source separation, and speech recognition, are of prime interest in this scenario,
due to overlapping and noisy speech, typical in multi-person interaction, cap-
tured by far-�eld microphones. Data from the smart room �xed cameras are of
insu�cient quality to be used for this purpose, as they typic ally capture the par-
ticipants' faces in low resolution { see also Figure 3(b). Onthe other hand, video
captured by the PTZ cameras can provide high resolution data, assuming that
successful active camera control is employed, based on tracking the person(s)
of interest (Zhang et al., 2007). Nevertheless, since the PTZ cameras are �xed
in space, they cannot necessarily obtain frontal views of the speaker. Clearly
therefore, lipreading from non-frontal views is required in this scenario, as well
as fusion of multiple camera views, if available. This scenario is the prime focus
in the book chapter.

To facilitate our investigation into automatic speechreading across multiple
views, we have collected an audio-visual database in this smart room under
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Fig. 4. Examples of synchronous frontal and pro�le video frames of f our subjects from
the audio-visual database used in this chapter.

the constrained conditions described in the Introduction. In particular, a total
of 38 subjects uttering connected-digit strings have been recorded, using two
microphones and three PTZ cameras. Of the two microphones, one is head-
mounted (close-talking channel { see also Figure 4), and theother is omni-
directional, located on a wall close to the recorded subject(far-�eld channel).
The three PTZ cameras record frontal and two side views of thesubject, and
feed a single video channel into a laptop via a quad-splitterand an S-video{to{
DV converter. As a result, two synchronous audio streams at 22kHz and three
visual streams at 30 Hz and 368� 240-pixel frames are available. Among these
available streams, two video views are employed in this work, namely the frontal
and right pro�le (which is the one \closest" to the pro�le pos e { see Figure
4). A total of 1661 utterances are used in the chapter experiments, partitioned
using a multi-speaker paradigm into 1198 sequences for training (1 hr 51 min in
duration), 242 for testing (23 min), and 221 sequences (15 min) that are allocated
to a held-out set.

4 Visual Front-End for Frontal and Pro�le Views

For this book chapter, we use the AdaBoost framework of Viola& Jones (2001),
later extended by Leinhart & Maydt (2002), to perform the mou th region-of-
interest (ROI) localization and extraction. This framewor k allows us to generate
face and facial feature localizers speci�c for each view-point, but nevertheless
using a consistent approach across both views. These classi�ers are trained using
the OpenCV libraries (OpenCV), and their application requi res that the speaker
pose is �rst determined (an issue that is overlooked in this chapter). Following
this step, ROIs are obtained for each view at the same resolution (32 � 32
pixels), and visual feature vectors extracted using the same approach for both
views. The following subsections detail the speci�c tracking process for each
view-point, followed by the visual feature extraction stage.
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Fig. 5. Nine points used for facial feature localization on frontal faces: (a) right eye,
(b) left eye, (c) nose, (d) right mouth corner, (e) top mouth, (f) left mouth corner, (g)
bottom mouth, (h) mouth center, and (i) chin.

4.1 Frontal ROI Localization and Tracking

The positive examples used for training the AdaBoost classi�ers were obtained
from a set of 847 training frontal images, chosen at random from the training set
sequences of the database discussed in Section 3, and each manually annotated
with 17 facial points. Among these points, it was deemed thatnine were su�cient
to assist in extracting the frontal mouth ROI. These points were the left and
right eyes, nose, the left and right mouth corners, top and bottom of the mouth,
the mouth center and chin { see also Figure 5.

The resulting 847 positive examples for the face were further augmented by
including rotations in the image plane by � 5 and � 10 degrees, as well as mirror-
ing the images, providing a total of 5082 positive examples.All were normalized
to 16 � 16 pixels, based on an inter-eye distance of 6 pixels. The negative face
examples consisted of a random collection of approximately5000 images that
did not contain any faces. Some of them were of the frame background, as well
as random objects.

In contrast to the face examples, since a number of facial features were located
so close to each other (a matter of pixels in some cases), it was decided not to
include rotations to the set of 847 positive examples of eachof the nine facial
features. In terms of template size, the eye classi�ers weretrained using image
templates of size 20� 20, the nose and chin employed a template size of 15�
15, and the right, top, left and bottom mouth templates were chosen to be 10�
10. Finally, the mouth center templates were of size 24� 24. In particular, the
latter classi�er was used to �nd a coarse ROI, so that further re�nement could
take place, hence the larger template size. Notice that all these templates were
obtained from normalized face images of size 64� 64, based on an inter-eye
distance of 32 pixels. As the face localization step limits the facial feature search
space, the negative examples for the various facial features only consisted of
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Facial Localization
Feature Accuracy (%)

Right Eye 91.08
Left Eye 89.47

Nose 89.47
Right Mouth 91.08

Top Mouth 81.08
Left Mouth 89.47

Bottom Mouth 83.78
Center Mouth 89.47

Chin 67.57

Table 1. Facial feature detection accuracy for frontal head pose. The four features
considered for ROI normalization are depicted in bold.

images of other facial features. This was done to alleviate confusions that might
have occurred due to various facial features looking alike,for example an open
mouth could appear like an eye under certain illumination conditions.

To validate the approach and determine which features couldbe reliably
employed for ROI localization, all classi�ers were tested on a small set of 37
frontal images. The detection accuracy results of the nine facial feature classi�ers
are depicetd in Table 1. There, a feature is considered accurately detected when
the distance between its estimated position and annotated location is less than
10% of the inter-eye distance in the frame { similarly to the work of Jesorksy
et al. (2001). As it can be seen from Table 1, most of the facialfeatures were
located at a pretty high rate, except the chin and top and bottom mouth. Since
the �nal extracted mouth ROI needed to be normalized for scale and rotation to
enforce alignment across all ROI images, two geometricallyaligned points had
to be found for this to happen. In the literature, normally eye locations are used
for such an alignment. However, it was found heuristically that this metric was
not ideal for scaling the mouth, as there is a great deal of variability in mouth
shape and size, which is not highly correlated to the inter-eye distance. As such,
it was determined that the left and right mouth corners be used instead, since
these gave much better reference points for scale and rotation normalization.

The frontal mouth localizer and tracker used to extract the mouth ROI for
the frontal pose is outlined in Figure 6. Given the video of a spoken utterance,
face localization was �rst applied to estimate the position of the speaker's face.
As the classi�er is able to scale well, an image pyramid approach to search
at di�erent scales was not required. Once the face was located, the eyes were
searched for over speci�c face regions (based on training data statistics). Once
the eyes were localized, a general mouth search region was speci�ed. The mouth
center classi�er was then used to re�ne this search region. The resulting mouth
region was subsequently used as the search region to locate the right and left
mouth corners. Once these two points were found, the extracted mouth ROI
was rotated so that these two points were aligned horizontally and scaled to be
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Fig. 6. Block diagram of ROI localization and tracking for frontal p oses.

20 pixels apart to yield a �nal 32 � 32 pixel ROI. Notice that the ROI was
downsampled from much higher resolution (approximately 80� 80 pixels on
average). Such downsampling keeps dimensionality low without adversy a�ecting
lipreading performance, as reported in the work of Jordan & Sergeant (1998).
Notice also that the �nal ROI contained most of the lower part of the face, which
is known to bene�t lipreading by both machines (Potamianos & Neti, 2001) and
humans (Summer�eld, 1989).

Following ROI localization, the ROI is tracked over consecutive frames. If
the detected ROI is too far away compared to a previous frame,then this is
regarded as a detection failure, and the previous ROI location is used. A mean
�lter is then employed to smooth tracking. Due to the speed of the Viola-Jones
algorithm, this process is performed at every frame. Prior to the start of the
full process, an initialization phase is executed to obtaina �rst \lock" on the
location of the various facial features. Figure 7 depicts face and facial feature
localization examples from the visual front-end and the �nal extracted mouth
ROIs.

4.2 Pro�le ROI Localization and Tracking

The ROI localization and tracking for the pro�le view was developed in a similar
manner to its frontal counterpart. Due to the compactness ofthe facial features
in the pro�le view, only seven of the 17 manually annotated facial features were
used. These were the left eye, nose, the top, center, and bottom of the mouth,
the left mouth corner, and the chin, as depicted in Figure 7. Similarly to the
frontal data, a set of 847 images were available for trainingand 37 images for
validation purposes. This provided 847 positive examples for each of the seven
facial feature classi�ers. The resulting face training setalso included rotations
in the image plane by � 5 and � 10 degrees, providing 4235 positive examples.
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Fig. 7. Mouth ROI extraction examples. The upper rows show examples of the localized
face, eyes, mouth region, and mouth corners. The lower row shows the corresponding
normalized mouth ROIs (32 � 32 pixels).

A similar amount of negative examples of the background werealso employed
in training. Approximately 5000 negative examples were used for each facial
feature, consisting of images of the other facial features that surrounded its
location, since these were the most likely to cause false alarms.

One di�culty experienced was selecting appropriate facial feature points to
use for the training image normalization (scaling and rotation). In the frontal face
scenario, eyes are predominately used for this purpose, butin the pro�le-view
case a pair of geometrically aligned features does not exist. Instead, the nose and
the chin were chosen, with a normalized constant distance of64 pixels between
them. This choice was dictated by the head pose variation within the dataset
that had less of an e�ect on the chosen metric, compared to other possibilities
(such as eye-to-nose distance, etc.). Based on the resulting normalized training
faces, the left mouth corner and the top, center, and bottom mouth classi�ers
were trained on templates of size 10� 10 pixels. Both nose and chin classi�ers
were trained on templates of size 15� 15 pixels, whereas the eye template was
slightly larger, at 20 � 20 pixels.

The localization results of the various facial features from this validation set
gave an indication of what particular features would give the best chance of
reliably tracking the ROI. These results are shown in Table 2, where a feature
is considered incorrectly localized if the location error is larger than 10% of the
annotated nose-to-chin distance. From these localizationresults, it can be seen
that along with the left eye, the left mouth corner yielded th e best performance.
This shows the usefulness of using a corner for facial feature localization, as it
provides a unique shape within the face which is hard to get confused with by
other objects. As the left eye and left mouth corner yielded the best results, it
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(b)

(c)
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(a)
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Fig. 8. Points used for facial feature localization on the pro�le po se: (a) left eye, (b)
nose, (c) top mouth, (d) mouth center, (e) bottom mouth, (f) l eft mouth corner, and
(g) chin. The center of the depicted bounding box around the l eft eye de�nes the actual
feature location.

was decided to use these two points for scale normalization.The only di�erence
between using the left eye and left mouth corner, compared tothe nose and chin
is changing the scaling factor from 64 to 45 pixels.

The whole procedure of ROI localization and tracking is outlined in Figure
9. Given the video of a spoken utterance, face localization was �rst applied to
estimate the location of the speaker's face at di�erent scales, since the face size
is unknown. Once the face was located, the left eye and nose were searched over
speci�c regions of the face (based on training data statistics). While developing
this system, it was determined that the bottom of the face bounding box was
often far below the bottom of the actual face, or well above it. As the face box
de�nes the search region for the various facial features, this caused the system
to miss locating the lower face regions. To overcome this, the ratio (metric1 ) of
the vertical eye-to-nose distance over the vertical distance between the nose and

Facial Localization
Feature Accuracy (%)

Left Eye 86.49
Nose 81.08

Top Mouth 78.37
Center Mouth 81.08
Bottom Mouth 72.97

Left Mouth Corner 86.49
Chin 62.16

Table 2. Facial feature detection accuracy for pro�le head pose. The two features
considered for ROI normalization are depicted in bold.
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Fig. 9. Block diagram of ROI localization and tracking for pro�le po ses.

the bottom of the face bounding box was used. Ifmetric1 was below a fuzzy
threshold (again determined by training statistics), the box was lengthened; if
it was above the threshold, then it was shortened. It was observed that this
greatly improved the localization of the generalized mouthregion (trained on
normalized 32� 32 pixel mouth images).

Once the generalized mouth region was estimated, the left mouth corner was
located. The next step was to de�ne a scaling metric, so that all ROI images
would be normalized to the same size. As mentioned previously, the ratio ( met-
ric2 ) of the vertical distance between the left eye and left mouthcorner over the
normalization constant of 45 pixels was used to achieve this. A (48 � 48)�metric 2
normalized ROI based on the left mouth corner was then extracted. The ROI was
subsequently downsampled to 32� 32 pixels, for use in the lipreading system.

Following ROI localization, the ROI was tracked like in the f rontal scenario.
Overall, the accuracy of the pro�le visual front-end was very good. Examples
of the extracted pro�le ROIs are shown in Figure 10. A major factor a�ecting
performance was random head movement and some head pose variability, where
subjects exhibit a somewhat more frontal pose than the majority { see also
Figure 10(f).

4.3 Visual Feature Extraction

For both frontal and pro�le view-points, the same visual feature extraction pro-
cess was applied. Following ROI extraction, the mean ROI over the utterance
was removed. This approach is very similar to cepstral mean subtraction (CMS)
in the audio domain and is known as feature mean normalization (FMN). Our
implementation is similar to that of Potamianos et al. (2003), however in our
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(a) (b) (c)

(d) (e) (f)

Fig. 10. Examples of accurate (a-d) and inaccurate (e,f) results of t he localization
and tracking system. In (f), it can be seen that the subject ex hibits a somewhat more
frontal pose compared to the pro�le view of the other subject s.

approach we performed normalization in the image domain instead of the fea-
ture domain. A two-dimensional, separable, discrete cosine transform (DCT)
was then applied on the resulting mean-removed ROI, with theM = 100 top
DCT coe�cients retained, according to a zig-zag pattern. An intra-frame linear
discriminant analysis (LDA) step was then used to project the features down to
N = 30 dimensions, resulting in a \static" visual feature vector. Subsequently, in
order to incorporate dynamic speech information, �ve of these neighboring static
feature vectors over� J adjacent frames were concatenated, and were projected
via an inter-frame LDA step to yield a \dynamic" visual featu re vector, extracted
at the video frame rate of 30 Hz. For the experiments in the next section, dy-
namic features of dimensionalityP ranging from 10 to 70 will be analyzed, in
order to examine the e�ect on the transformation approach introduced in Sec-
tion 5. The classes used for LDA matrix calculation were the hidden Markov
model (HMM) states (see Section 6), based on forced alignment employing an
audio-only HMM on the far-�eld audio channel of the database.

5 Visual Feature Normalization Across Views

Visual features extracted using the techniques discussed above contain important
speech information. This can be exploited, when the features are fed into an
automatic speechreading system, as discussed in Section 6.However, although
their extraction follows the same approach for both frontal and pro�le views,
one expects the feature spaces to \di�er" signi�cantly across the two views.
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Feature mismatch is known to pose challenges to ASR. Therefore, in the case of
automatic speechreading, the use of view-dependent visualspeech models may be
required, an approach that does not scale well if a continuumof possible views is
expected. However, if some sort of feature-space invariance could be determined,
then the use of a view-independent visual speech model becomes viable. This
latter method has the advantage that it removes the need of training and keeping
multiple models active, when the camera-speaker view-point may vary.

Seeking feature invariance to reduce train/test mismatch for improved classi-
�cation is an active research topic. For example, in acoustic-only ASR, cepstral
mean subtraction (CMS) and RASTA processing (Mammone et al., 1996; Her-
mansky & Morgan, 1994) are known approaches, aiming to reduce mismatch
caused by channel conditions and noise. In the visual domain, techniques such
as linear regression have been used in face recognition, as ameans to project
undesired non-frontal face images into frontal ones. Blanzet al. (2005) cite that
the advantage of doing so is due to the fact that most state-of-the-art face recog-
nition systems are optimized for frontal faces, with their performance degrading
signi�cantly when presented with non-frontal faces. Interestingly, linear regres-
sion has also been investigated in the audio-visual speech literature for speech
enhancement, namely as a means to estimate clean audio features from a noisy
audio-visual feature vector (Girin et al., 2001; Goecke et al., 2002).

Motivated by these works, this section introduces a linear regression based ap-
proach that normalizes visual speech features into the feature space of a desired
view-point, allowing speech modeling by a single statistical model, as discussed
in Section 6. The approach is summarized in Section 5.1, withSection 5.2 further
delving into implementation details.

5.1 Linear Regression for View-Invariance

Blanz et al. (2005) cite two possible ways of performing view-invariant face
recognition, either via a view-point transform or a coe�cie nt-based approach.
The view-point transform approach acts in a pre-processingmanner to trans-
form/warp a face representation (i.e. image or feature vector) of an undesired
view into the desired one. Coe�cient-based recognition on the other hand at-
tempts to estimate the face representation under all views given a single one
(i.e., frontal and pro�le in this case), otherwise called the light�eld of the face
(Gross et al., 2004). Although it is not clear which approach is superior, the
view-point transform approach is employed in this chapter.The reason behind
this choice is the fact that almost all automatic speechreading systems to date
have been optimized for frontal views. This is similar to themotivation cited by
Blanz et al. (2005) for their face recognition system.

The most common way to perform this approach is to estimate a linear
regression (transformation) matrix W between a training set consisting ofN
examples of the undesirable viewpointX , and their synchronized target examples
in the preferred viewpoint T (Bishop, 2006). Matrix W is then computed by
minimizing

tr [ (WT � X )T (WT � X ) ] + � � tr [ W T W ] ; (1)
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Fig. 11. Schematic of visual feature normalization for view-invari ance: Features x n

extracted from an undesired view (e.g., pro�le) are transfo rmed into features t n in
the target view space (e.g., frontal) via a linear regression matrix W . The matrix is
calculated o�ine based on synchronized visual features T and X from the two views.

where X = f x1; : : : ; xN g, T =
�

[t 1; 1]T ; : : : ; [t n ; 1]T
	

, and xn and t n are syn-
chronous data vectors of the two views. A unit bias has been added to T to
allow for any �xed o�set in the data. In addition, regulariza tion term � has been
introduced into (1), as a means to avoid over-�tting, a common issue in linear
regression that is further discussed in Section 5.2. Based on (1), the solution for
W becomes (Bishop, 2006)

W = TX T (XX T + � I )� 1 : (2)

In our AVASR experiments of Section 7, transformation matrix W was esti-
mated using the input visual speech features of a particularviewpoint, X , ob-
tained in parallel with synchronized features extracted from the desirable view-
point, T . This was deemed preferable to transforming the entire raw image patch
of mouth data (ROI), as it reduced vector dimensionality (P varies from 10 to
70, compared to the mouth ROI vector that has a dimensionality of 32 � 32 =
1024). Matrix W , therefore, was used to project visual speech features (xn ) of
an unwanted viewpoint into estimates of desirable viewpoint features (̂t n ). This
process is depicted in Figure 11.

5.2 Importance of Regularization Term ( � )

The regularization term, � , was introduced in the previous subsection to control
the problem of over�tting. Over�tting refers to the situati on where a model has
too many parameters compared to the amount of available training data, as
a result perfectly �tting to that data, but unsuitable to mod el unseen events.
In the context of the linear regression in (1), � allows a complex model to be
produced, by weighting values not supported by the trainingdata towards zero.

In the practical application of (1), the following issues are of interest:

{ What value of � should be used?
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Fig. 12. Quality of pro�le ROI projection into the desirable frontal view, based on the
regression training set size and the value of the regularization parameter.

{ What impact does the amount of training data have on the valueof � ?

To help address these issues, we proceed to a demonstration of the e�ective-
ness of linear regression over various values of� and across a di�erent number of
training images. In this experiment, matrix W was trained from whole frontal
and pro�le grayscale ROI images (32� 32 pixels), instead of their corresponding
visual features. Di�erent W s were calculated for� = f 10� 2; 100; 102g and for
three sizes of the training image set, namely 1k, 10k, and 75k. These training
images were randomly selected from the entire training set (' 200k images). The
resulting regression matrices were then used to project a previously unseen un-
desirable pro�le ROI image into the desired frontal view. The process is depicted
in Figure 12.

As can be seen from Figure 12, the resemblance of the actual frontal ROI
image and the projected pro�le ROI varies according to the number of training
images used and the value of� . For example, when only 1k training images were
used and� = 10 � 2, the projected pro�le ROI looks like a noisy ghost-like ROI, a
far-cry from the original frontal one, due to over�tting. In comparison, when the
value of � was increased to 100 and 102 using 1k training images, the respective
projected pro�le ROIs looked a lot more like the original. Once however the
number of training images used is increased (10k and 75k), the value of � has
little to no observable di�erence on the projected pro�le RO I quality.
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This experiment highlights the importance of the regularization term � as it
alleviates the problem of over�tting, when the number of tra ining examples is
limited. However, when there is an abundance of training examples, the value
of the regularization term is insigni�cant, as the large amount of training data
ensures that a model which generalizes well across the data can be obtained. As
such, for the experiments conducted in Section 7, the value of � was set to 100,
even though it was not important as the number of training frames was close to
200k.

6 Visual Speech Recognition and Stream Integration

In the previous two sections we discussed how to extract visual speech features for
the frontal and pro�le views and how to transform them acrossviews. As already
mentioned, such features can be fed into an automatic speechreading system to
yield an estimate of the spoken word sequence. In this work, we employ a hidden
Markov model (HMM) based ASR system for this purpose. In particular, for
the connected-digit recognition task considered here, eleven nine-state, left-to-
right, whole-word models are used, one for each digit (both \oh" and \zero" are
included), with seven Gaussian mixtures per state. A silence and short-pause
model are also employed. All models are bootstraped from a segmentation of the
audio channel of the database, obtained by an audio-only HMMwith identical
topology, and trained by the expectation-maximization algorithm. For testing,
Viterbi decoding is used with no grammar or language model present (i.e., no
constraints are imposed on the digit string length). The HTK toolkit is utilized
for both system training and testing (Young et al., 2002).

As discussed in our Introduction, we are interested in threeparticular aspects
of the problem of visual speech recognition concerning the two available views,
also depicted in Figure 13. The �rst (see Figure 13(a)) concerns the automatic
speechreading of videos at a consistent view (frontal or pro�le), using a dedicated
HMM for the particular view in question. These HMMs are of course trained
on visual speech features of the corresponding view. Experiments concerning
this approach are reported in Section 7.1, and are of interest in addressing the
question of how pro�le speechreading compares to the traditional frontal one.

The second scenario of interest is the \multi-view" one, where the speaker's
head is captured by multiple synchronized cameras, each viewing the face at a
�xed view. In the simpli�ed investigation of this chapter, t he scenario translates
into combining (fusing) the frontal and pro�le view feature streams, aiming
at improved recognition compared to either single-view system alone (Figure
13(b)). Such combination can be achieved using the feature or decision fusion
strategies (Potamianos et al., 2003). In the former, visualfeatures extracted
from the two streams are concatenated, and the resulting features projected
by LDA to a lower-dimensional space (for example, equaling that of the initial
streams), in order to avoid the curse of dimensionality. Dueto the fact that LDA
is also used in the single-stream visual feature extraction(see Section 4.3), this
process is referred to by Potamianos et al. (2003) as hierarchical LDA (HiLDA).
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Fig. 13. The various automatic speechreading modeling scenarios considered in this
chapter: (a) Single-view modeling for dedicated frontal or pro�le camera views.
(b) Fused multi-view system using two synchronous cameras capturing both frontal
and pro�le views. (c) Single-camera, view-independent system, possibly using view-
normalized visual features.

In contrast, in decision based fusion, the concatenated features are considered
generated by a multi-stream HMM (MSHMM) { in our case, a two-stream one.
This HMM arises by combining two single-stream HMMs of identical topology
(states and transitions), one modeling the frontal- and onethe pro�le-view visual
features. The state-conditional observation log-likelihood of the resulting HMM
is a linear combination of the ones of its two single-stream HMM components. In
the experiments reported in Section 7.2, the multi-view MSHMM parameters are
obtained using the expectation-maximization algorithm (Young et al., 2002). The
weights used in the linear combination of the two log-likelihoods are estimated
at the end of the training procedure, by minimizing the word error rate on the
held-out data set (see Sections 3 and 7.2).

The third scenario of interest is the one that a single cameracaptures a sub-
ject in a view that may vary within a set of pre-de�ned views. I n our simpli�ed
study, this set contains two \extreme" views (frontal and pr o�le), with each
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utterance being available at the frontal or pro�le view, known a-priori, with no
signi�cant view variation over its duration (see also Figure 13(c)). For automatic
speechreading in this scenario, one can consider a system that has both frontal
and pro�le HMMs available, using the appropriate view-dependent model. This
approach however requires training and storing both HMMs { a situation that
does not scale well as the number of possible views increases. A much more
desirable alternative is to use a single HMM that can generalize well over both
views. This can be achieved based on the feature normalization technique dis-
cussed in Section 5. Use of such features, for example, allows a single-stream
frontal HMM to be applied to pro�le views. Of course, this requires training
and storing feature regression matrices, but both requirements are signi�cantly
less than those for training and storing HMMs. The techniqueis investigated in
Sections 7.3{5, and it is compared against the alternative modeling approach of
using a single-stream HMM trained on all available data (i.e., on both frontal
and pro�le views).

7 Experiments

We now proceed to our experiments, with Sections 7.1, 7.2, and 7.3 investigat-
ing respectively issues (a), (b), and (c), as stated in the Introduction and de-
picted in Figure 13. Particular emphasis is placed on (c), namely single-camera,
view-independent speechreading, with two additional sessions devoted to it. One
analyzes performance with respect to test data distribution across views (Sec-
tion 7.4), and another discusses the scenario where a third view is introduced
(Section 7.5).

7.1 Frontal vs. Pro�le Speechreading

Visual-only ASR performance for both frontal and pro�le vie ws is depicted in
Figure 14. There, various values ofJ (one-side temporal window) andP (�nal
visual feature dimensionality { see also Section 4.3) are considered. As it can
be observed in Figure 14(a), performance of frontal features improves when the
temporal window J is increased from 1 to 2, which highlights the importance
of incorporating temporal information into the feature set. When however J
increases past 2, performance levels o� with no real improvement gained. It
must also be noted that there is no real di�erence betweenP = 30 to 60 features
for J � 2. In summary, the lowest word error rate (WER) attained is 27.66%,
achieved for J = 2 and P = 40. For the pro�le features (see Figure 14(b)),
a similar trend to the frontal view can be observed. The best performance is
obtained for P = 40 features and J = 2, resulting in a WER of 38.88%. This
corresponds to an absolute degradation of 11.22% in WER, or a40% relative
WER increase, compared to the frontal-view system.

The degradation from frontal to pro�le speechreading can beattributed to
the visible articulators that the system has available in the respective views. For
example, in the frontal scenario, the teeth, lips, tongue, and jaw may be visible.
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Fig. 14. Comparison of the automatic speechreading performance in word error rate
(WER), %, between: (a) frontal and (b) pro�le views, using de dicated HMMs trained
on the particular view. Performance is depicted as a functio n of feature dimensionality,
P , and of one-side length of temporal window, J , used to incorporate dynamic speech
information (see Section 4.3).

In the pro�le view however, only the lips and jaw are available. An additional
di�culty with the pro�le view lies in the background. In the f rontal scenario,
a small localization/tracking error may cause slight only appearance changes,
due to the somewhat uniform background around the lips (i.e., speaker skin). In
contrast, poor localization/tracking in the pro�le view ma y capture an excessive
amount of non-facial background, causing signi�cant ROI appearance changes.

Considering the di�culties in extracting visual speech fro m the pro�le view,
the 38.88% WER achieved is still extremely useful, and much better than pure
chance. This becomes apparent when the pro�le visual streamis fused with the
audio channel. Although the combined audio-visual scenario is outside the scope
of this book chapter, it is worth mentioning that Lucey et al. (2006) report
substantial ASR gains over audio-only results.

7.2 Multi-View Speechreading

Although pro�le automatic speechreading is signi�cantly i nferior to using frontal
data, there may still exist useful information in pro�le dat a not captured in the
frontal view. Under this hypothesis, fusing visual speech representations from
both views may be advantageous, assuming that synchronous data streams are
available from both.

Following the presentation in Section 6, we employ both feature fusion (HiLDA)
and decision-based integration (using MSHMMs) for combining frontal and pro-
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View Features WER, %

Frontal 40 27.66
Pro�le 40 38.88

Multi-view HiLDA { 40 27.50
Multi-view MSHMM (20+20) 25.36
Multi-view MSHMM (40+40) 26.19

Table 3. Multi-view automatic speechreading performance in WER, %, using both
feature fusion (HiLDA) and decision fusion (MSHMM) based sy stems. Frontal- and
pro�le-view system performance is also shown.

�le visual features. Based on the results of Section 7.1, 40-dimensional features
are extracted from each view and concatenated. Under HiLDA fusion, the re-
sulting 80-dimensional vectors are projected to 40 dimensions by means of LDA.
In the MSHMM implementation, two systems are considered: One that employs
all 40 dimensions from each of the two streams, and a second one that uses the
top 20 only features from each view (thus resulting to a 40-dimensional concate-
nated vector). In both cases, MSHMM integration weights areestimated to 0.8
and 0.2 for the frontal and pro�le streams, based on mimimizing the WER on
the held-out set.

The results of the above experiments are depicted in Table 3.There, it can
be observed that combining the two views is bene�cial, reducing WER in all
cases, compared to single-view speechreading. The best performance is achieved
by the SMSHMM that uses 20 features per stream. The resulting25.36% WER
represents a 2.3% absolute WER reduction (8% relative) overthe frontal view.
This demonstrates that there indeed exists speech information in the pro�le view,
not captured in frontal data. This is possibly due to lip prot rusion visibility in
pro�le views.

In terms of the fusion approach employed, Table 3 suggests that MSHMM-
based decision fusion is superior to plain feature combination. This may be
due to the explicit modeling of the reliability / informatio n content of the two
feature streams, possible in the MSHMM formulation via the use of combination
weights. This fact becomes even more important, when there exists inter- or even
intra-utterance variation in the quality of the two feature streams { due to poor
tracking, or other sources of visual degradation, for example. Such variation
cannot be explicitly modeled in the feature fusion framework (Potamianos et
al., 2003).

7.3 View-Invariant Speechreading

We now proceed to the third aspect of our investigation, namely that of employ-
ing a single statistical model to recognize visual featuresfrom multiple views. To
simplify our discussion, we denote byF a set containing frontal data only, by R
a set containing pro�le data (recall from Section 3 that we used the right-pro�le
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Fig. 15. Visual-only WER, %, of three automatic speechreading systems: (i) trained on
frontal data; (ii) trained on pro�le views; and (iii) multi- style trained, 50% on frontal
and 50% on pro�le views. All systems are tested on frontal and pro�le views. In addi-
tion, systems (i) and (ii) are tested on view-normalized fea tures to reduce training/test
mismatch, when presented with the opposite view. Results are depicted as a function
of visual feature dimensionality, P , ranging from 10 to 60.

view of our data), and by (Fa ; Rb) a set containing a% of frontal and b% of right
pro�le data, where of coursea + b = 100 . In addition, we denote projected data
(in the visual feature space) using the linear regression approach of Section 5.1
by � 0; for example F 0 denotes frontal features projected onto the pro�le feature
space, andR0 stands for pro�le ones projected to the frontal-view feature space.

In general, we are interested in the performance of single-view HMMs (trained
on either F or R data), as well as of HMMs trained on multi-view data (i.e.,
combination of F and R data { similarly to \multi-style" training in the ASR
literature), when presented with various test sets containing F and/or R data.
This means that the feature normalization approach introduced in Section 5
will only be considered at testing, but not during training. In particular, in this
section we consider three systems, developed on training set data

(i) F , i.e., all 1198 frontal videos;
(ii) R, namely, their synchronous 1198 pro�le videos; and
(iii) ( F50; R50), i.e., trained on 599 frontal and 599 pro�le videos, chosenby a

random split of the 1198 training set videos among the two available views.

The systems are evaluated on setsF , R, and (F50; R50) of the database test
set. Similarly to the training set split, the latter is made u p by 121 frontal and
121 pro�le test video sequences, obtained by a random selection of the 242 test
videos among the two views. In addition to the above, test sets F 0 (projected
frontal features into pro�le), R0 (pro�le into frontal), ( F 0

50; R50) and (F50; R0
50)

are also considered.
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An additional goal of these experiments is to investigate the e�ect of the
feature dimensionality on the e�ectiveness of the regression approach. For this
purpose, all systems are trained and tested using features of dimensions ranging
from P = 10 to 60. It is also worth mentioning that all transformatio n matrices
are calculated o�ine by means of (2). For example, transformation matrix W R ,
which projects pro�le features into the frontal view, is calculated employing the
full set of training frontal features ( F ) as the target variable T , and the full set
of training pro�le features ( R) as the input variable X (see Section 5). Similarly,
transformation matrix W F , which projects the frontal features into the pro�le
view, is estimated using the opposite con�guration.

A �rst set of experiments is summarized in Figure 15. There, the three trained
systems (i), (ii), and (iii), shown left-to-right, are eval uated on test setsF , R,
F 0, and R0. The �rst observation to make is that the best performance achieved
on setsF and R is under matched training and testing conditions, namely bythe
frontal-view system tested onF and by the pro�le-view system tested onR. The
best such numbers have already been reported in Section 7.1 (see also Figure 14
and Table 2), as 27.66% and 38.88% WERs respectively, both for P = 40.

As expected, when each system is tested on features of the other view, the fea-
tures are essentially recognized as noise, due to the extreme train/test mismatch.
In both cases (frontal-view system tested onR, or pro�le-view one tested on F ),
the WER reaches approximately 87%. Such mismatch can be e�ectively reduced
by the projection approach: For example, the frontal-view system (i) exhibits
dramatic WER improvement from 87.07% (when tested onR) to 54.85% (on
R0). Similarly, the WER of pro�le-view system (ii) on frontal d ata gets reduced
from 87.45% (when tested onF ) to 42.97% (on F 0). These results are reported
for feature dimensionality P = 20 that yields the highest improvements. When
the number of features however is increased, the projectionapproach gradually
looses its e�ectiveness, with WER increasing from 54.85% (when P = 20) to
74.78% (for P = 60) for the frontal system tested on R0 data, and from 42.97%
(when P = 20) to 67.97% (for P = 60) for the pro�le system tested on F 0. In a
sense, the e�ective number of model parameters in (1) are adapted automatically
to the training set data size (Bishop, 2006).

Another interesting observation concerns the performanceof system (iii),
trained on multi-view data ( F50; R50), compared to the two single-view sys-
tems. As already mentioned, the single-view models are superior when tested
on matched data. However, even after feature normalization, they lag behind
the multi-view system (iii), when tested on mismatched views. More precisely,
multi-view system (iii) achieves 47.39% WER on pro�le test data R, well below
the 54.85% WER that the frontal-view system (i) reaches on mismatched pro-
�le test data after feature normalization (i.e., when tested on R0). Similarly, it
achieves 36.41% WER on frontal test setF , which is better than the 42.97%
that the pro�le-view system (ii) reaches on normalized data F 0.

The above results are reported for feature dimensionalityP = 20, and are
summarized at the left side of Table 4, together with other corresponding results
of Figure 15. In addition, Table 4 depicts results of the three trained systems (i){
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system system tested on
trained on F R R 0 F 0 (F50 ; R50 ) (F50 ; R0

50 ) (F 0
50 ; R50 )

(i): F 29.18 87.07 54.85 | 58.03 42.02 |
(ii): R 87.45 39.88 | 42.97 63.93 | 42.24
(iii): ( F50 ; R50 ) 36.41 47.39 | | 41.73 | |

Table 4. Visual-only WER, %, of three trained systems considered of Section 7.3,
evaluated on a variety of test sets, all reported for feature dimensionality P = 20.

(iii) on three additional test sets that contain 50% frontal -view video sequences
and 50% pro�le-view ones. The �rst of these test sets is unnormalized, (F50; R50),
whereas the other two are normalized, one towards the frontal view (F50; R0

50),
and one towards the pro�le, (F 0

50; R50). It is interesting to note that the best
WERs of all three systems in this combined test set are close to each other:
42.02% WER for the frontal-view models, 42.24% for the pro�le-view system
(both following test set normalization), and 41.73% for the multi-view trained
system. The latter exhibits a somewhat lower WER, which becomes even better
if the optimal number of features are used (40.83% forP = 30).

In summary, the above experiments clearly demonstrate the fact that a single
statistical model can successfully recognize visual speech data from multiple
views. This can be achieved by using models trained on eitherof the two available
views, but in conjunction with appropriate feature normali zation of test views
mismatched to the training view, or by employing a model trained on data from
both views. The experiments in this section show that the second approach is
preferable, when data from both views are equally likely. Inthe next section, we
investigate what happens when the latter assumption is violated.

7.4 View-Invariant Speechreading Biased Towards Frontal V iews

In a practical speechreading application it may occur that one view is more
frequent than another. We are then interested to investigate how the single-model
systems of the previous section compare to each other. We therefore consider a
hypothetical test case, where the frontal view is dominant,at let's say 80% of
the time, with the pro�le view occurring at 20%. Three automa tic speechreading
systems are then investigated: System (i) of Section 7.3, trained on 100% frontal-
view videos, system (iii) of Section 7.3, built on training set (F50; R50), and a
new one, system (iv), estimated on training set (F80; R20), consisting of 80% of
the frontal data (958 utterances) and 20% of the pro�le data (240 sequences),
i.e., matching the composition of the testing scenario. Note that the pro�le-view
system is not tested, since these experiments are now biasedtowards the frontal
view.

All three systems are evaluated on a set consisting of 80% of the frontal-
view sequences of the test set (194 sequences) and 20% of pro�le-view ones (48
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training-set test-set WER
composition composition (%)

(i): F (F80 ; R0
20 ) 33.90

(iii): ( F50 ; R50 ) (F80 ; R20 ) 39.61
(iv): ( F80 ; R20 ) (F80 ; R20 ) 37.33

Table 5. Visual-only WER, %, in a scenario where the frontal view domi nates the test
set. The best performance is achieved by system (i), trained on frontal-view data, of
course after the necessary regression-based normalization of the test set pro�le views.
All results are reported for feature dimensionality P = 20.

videos). In addition to the resulting ( F80; R20) test set composition, the feature-
normalized version (F80; R0

20) is also considered. Results are depicted in Table 5,
reported for feature dimensionality P = 20. It is clear that the best performance
is achieved by system (i), trained on frontal-view data, reaching a WER of
33.90%. This result is of course reported on set (F80; R0

20), i.e., after regression-
based feature normalization of the pro�le data; without it, WER degrades to
40.09% on (F80; R20). It is interesting to note that this result is signi�cantly
better to both multi-view trained systems (iii) and (iv), ev en for the system
trained on the same 80%{20% data ratio among the two views as the test set.

These results demonstrate the merit of the feature normalization approach
introduced in Section 5. Evidently, when the models are biased towards one
particular view, such as the frontal one here, it is advantageous to normalize all
views into the better trained one, when testing. It would also be expected that
when the number of non-dominant views increases, the resultwill be even more
dramatic, as these non-dominant views increase data variation. This scenario is
the focus of the experiments reported next.

7.5 View-Invariant Speechreading Including an Additional Pose

In the previous section, it is hypothesized that if the number of views increased,
the bene�t of feature normalization across views would become even more pro-
nounced. To investigate this, a left pro�le view is introduced. Therefore, the
speechreading paradigm shifts from the one depicted in Figure 13(c) to that of
Figure 16.

In addition to systems (i) and (iv) discussed earlier (Sections 7.3 and 7.4),
a new speechreading system { denoted by (v) { is introduced toaccommodate
the additional view. This is trained on data dominated by the frontal view. For
this purpose, a (F80; R10; L 10) training set data composition is employed, where
L denotes the left pro�le view. In particular, among the 1198 sequences of the
training set, 958 frontal-view videos, 120 right-pro�le, and 120 left-pro�le ones
are picked at random. The systems are evaluated on test sets consisting of frontal-
view data (F ), right-pro�le data ( R), compositions (F80; R20), (F80; R10; L 10),
and appropriately normalized versions of most above sets towards the frontal-
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Left 
or

Front
or 

Right
Video

Fig. 16. The automatic speecherading systems considered in Section7.5 recognizes
visual speech from frontal, right- and left-pro�le view vid eos using a single model.

view feature space. Notice that test set (F80; R10; L 10) consists of 194 frontal
sequences and 24 for each of the two pro�le views.

For these experiments, the left pro�le data set is constructed by horizontally
mirroring the right pro�le ROI images. Once these ROIs are obtained, the vi-
sual feature extraction step is performed as in Section 4.3.Since the left pro�le
ROIs are just the mirrored right pro�le images, this means that the features are
e�ectively the same due to the DCT step in the visual feature extraction pro-
cess. As the DCT is a laterally symmetrical function (Potamianos and Scanlon,
2005), the only di�erence between left and right pro�le features is that the odd
frequency components have opposite polarity, which in turnresults in essentially
the same visual feature vectors being obtained for both the pro�le poses (after
the LDA step). As such, visual-only recognition results using each of these views
are identical.

Table 6 shows the results of the experiments for visual feature dimensional-
ity P = 20. From these results it can be seen that when data of another view
is added, the bene�t from view normalization, used in conjunction with the
frontal-view trained system, is more substantial, compared to training multi-
view systems. Indeed, when only two views are used, system (iv) performance
on the (F80; R20) set reaches 37.33% WER, compared to 33.90% of system (i)
on set (F80; R0

20). However, when all three views are present, i.e. for test set
(F80; R10; L 10), system (v) obtains a worse WER of 39.96%, which is a degrada-
tion of around 2.6%, while system (i) performance remains approximately steady
at 33.81%. Similarly to the Section 7.4 experiments, this can be attributed to
the lack of classi�cation power the system possesses to accurately model fea-
tures across the di�erent views. In comparison, projecting the features into a
uniform view does not alter speechreading performance. It is expected that fur-
ther degradation would occur to the combined systems when more views are
included into the system (i.e., � 30o; � 45o; � 60o, etc.). However, by utilizing
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system system tested on
trained on F R R 0 (F80 ; R20 ) (F80 ; R0

20 ) (F80 ; R10 ; L 10 ) (F80 ; R0
10 ; L 0

10 )

(i): F 29.18 87.07 54.85 40.09 33.90 40.07 33.81
(iii): ( F80 ; R20 ) 32.46 62.55 57.98 37.33 36.61 41.23 40.76
(v): ( F80 ; R10 ; L 10 ) 32.51 69.74 58.02 38.19 37.31 39.96 36.82

Table 6. Automatic speechreading results in WER, %, showing the e�ec t that an
additional pose has on performance for P = 20.

the view-normalizing step as described in Section 5, degradation to the overall
speechreading performance can be minimized.

8 Conclusions

Over the past twenty years, literally hundreds of articles have been dedicated to
illustrating the bene�t of using the visual speech information from a speaker's
mouth in addition to the audio signal for the task of speech recognition. Even
though all these works have shown that including the visual channel to the
speech recognition system greatly improves the recognition performance in the
presence of acoustic noise, no deployed AVASR systems existto date. A major
reason for this is that nearly all research in the �eld has failed to focus on
undesirable visual data variability, such as head pose. In an attempt to remedy
this situation, the work in this book chapter has concentrated on researching and
developing methods to recognize visual speech across multiple views. Within this
broad problem, the following three objectives set out in theIntroduction were
achieved:

1. The lipreading performance of the pro�le view was compared to its syn-
chronous counterpart in the frontal view. Reasonable lipreading performance
was obtained from the pro�le view, albeit, degraded when compared to the
frontal view (38.88% vs. 27.66% WER).

2. A novel system which fuses both frontal and pro�le synchronous features
was described, referred to as a multi-view lipreading system. It was shown
that there does exist complimentary information in the pro� le view, which
in turn improved the overall lipreading performance (multi -view WER was
25.36%, compared to the frontal WER of 27.66%).

3. A uni�ed approach to lipreading was presented, by normalizing all views to
a single uniform view. Given only one camera, this view-invariant lipreading
system used a transformation matrix based on linear regression to project the
features of the undesired view (pro�le) into a preferable view (frontal). These
experiments were performed for the stationary scenario, where the speaker
was �xed in one view (i.e. frontal or pro�le) for the entire ut terance, known
a-priori. This view-normalization step was shown to lessenthe train/test
mismatch between the two views and was shown to be of particular bene�t
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when the speaker was in one view more than the other (i.e. frontal over
pro�le). When more non-dominant views were included (such as the other
pro�le view), the normalizing step also proved to be of bene�t.

9 Future Research Directions

In this book chapter, the �rst step towards �nding solutions for the problem of
lipreading from multiple views were investigated, with results from a multitude of
experiments involving non-frontal views presented for thesmall-vocabulary task
of connected-digit recognition. Experiments in this book chapter have focussed
on the situation where the speaker's head is constant in one pose throughout
the entire utterance, which is a slightly unrealistic scenario.

To make this more realistic there are a couple of scenarios which should be
looked at. The �rst one would be to conduct lipreading experiments on the situ-
ation where the speaker head moves during the utterance. A further progression
on this would be to look at instances where the speaker is out of view for a
particular camera view for a portion of the time, or one particular view may be
partially or fully occluded by some object such as a speaker's hand. This partic-
ular problem highlights the bene�t of the multi-view approa ch as there would
be more of a chance that the speaker's mouth would be in at least one of the
camera views. Future work in terms of the multi-view lipreading system would
need to be conducted on dynamically adapting the weights forthe various visual
streams and audio streams. Similar work can be done for single camera systems
as well.

In addition to these scenarios, other visual variabilitiessuch as illumination,
appearance, speaking style, image alignment (registration) and speaker emotion
and expression need to be investigated as well. A much more robust AVASR
system could be obtained if research into lipreading acrossthese variables were
investigated. But it must be noted that speaker movement andvarying visual en-
vironments are the most pressing issues facing lipreading and AVASR in general,
as very accurate face localization and tracking is required, which is an extremely
di�cult endeavor. However, success in this area is imperative if this technology
is going to be viable for commercial use in the near future.

Future research on robustness to visual channel variabilities also needs to
be conducted on large-vocabulary data. To facilitate thesetypes of research
endeavors, databases which contain such data need to becomeavailable which
can be problematic due to the cost involved in collecting such data as well as
proprietary issues.
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